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Inside the Database

This book uses some very powerful Java programming techniques and complex code-generating tools in
conjunction with the Oracle database. Since we've just completed an application that used one of the
more complex architectures in the J2EE programming model, namely EJB, and before we move on to
use one of these code-generating tools (BC4J) let's take this chapter to get back inside this database.

Once you had your EJBs up-and-running, in the previous chapter, did you stop for a second and think,
"exactly what code am I generating in the database and how well is it doing its job?" If you did not, then
this chapter will try to illustrate why perhaps you should have, and furthermore, why you might want to
further investigate the core, basic features of the Oracle database you have purchased.

Programming a database without understanding what is available to you and how it works is a lot like
using just the blade of a Swiss Army knife – it has dozens of features beyond that blade. The database is
a lot like that Swiss Army knife: it has everything. Understanding how it works and what it can (and
sometimes cannot) do is crucial to the success of your application in the multi-user environment to
which it will be exposed. The features I am talking about here go deeper than the high level, flashy
features – here we're going to look at the "meat and potatoes" of the database. We will discuss why you
need to understand:

❑ How standards fit into the picture – and how they can confuse it

❑ How the database locks data – to avoid programs that sit and wait for long periods of time

❑ What happens in a heavy multi-user environment – to avoid programs that work great in
isolation but which fail in a multi-user environment

❑ Which features are available to you – features you do not have to code yourself. Oracle has put a
lot into the database. There are over 60 supplied database packages to do everything from
sending e-mails, to writing OS files, to scheduling jobs. There is no need for a development team
to re-invent the wheel (but we see it all of the time – mostly due to "I didn't know it did that")
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❑ How to tune the application – realizing that database tuning, tuning at the instance level, is not
going to pay off in high double digit percentages – the majority of tuning is done at the
application level. It is generally not possible to throw some switches in the database to fix a
poorly performing application. We will examine the code generated in the database by the
ClientInterview bean and look at how we can tune it

Notice that I said, "Why you need to understand them" not "How they work". We will not be going into
lots of detail on each and every topic (many of which are topics of entire books) but rather will hope to
expose you to some of the reasons you want to learn more about the database. So, if you read something
that you don't understand – the point has been made. It is time to dig out the Oracle documentation (I
particularly recommend that you read the Server Concepts Manual) and buy a companion book to learn
these fundamentals.

Why You Really Need to Deal with the Database
Many people approach the database as if it were a "black box", something that they don't have to
understand. The attitude is "it is just the thing that holds the bits and bytes, we don't need to learn about
it". How does this attitude arise? Let's look at just two of the possible reasons:

❑ "We program in Java, and Java abstracts this database thing for me"

❑ "We have a tool that generates all our code and we don't have to understand what it generates"

Let's take the first point. Is there any such thing as a "database independent" application? – one that you
can develop for one database and then port to another database and, with minor adjustments, get it up
and running in the same way? I would say that the answer is most likely to be "no".

It is important to understand that one database is different from another in the same way that one
operating system is from any other. Externally, they appear the same – they perform similar functions –
but how they have each implemented that functionality is important. If you laid out the core functionality
of Unix and NT in a bulleted list, they would not look very different. However, when you actually sit
down and start using one or the other – you quickly discover there are fundamental differences between
the two. What works fine on one OS will not work at all on the other. Understanding that all databases are
not created equal, and experience in one does not imply knowledge of another, is important. There are
significant differences between each. Many times people will "upsize" an application from a small database
running MS Access and discover that it behaves extremely differently.

Different implementations and different techniques will work with different outcomes on the various
databases. With the exception of some simple read-only reporting tools, having a truly "database
independent" application is not something you should really hope to obtain. It is possible but, ironically,
only if you fully understand and appreciate how each database does what it does and are willing to forgo
some features in one database to accommodate another.

Let me give you one example of this. Oracle does not employ shared read locks for consistent results –
EVER. MS SQLServer does. What this means is that an application coded using Oracle for development
will not execute very well in SQLServer given that your developers made the assumption that a READ will
never block a WRITE. In Oracle that is true (it is also true that a WRITE will never block a READ), in
SQLServer it is not true. What will happen is that the application that runs fine in Oracle will not scale at
all in SQLServer. The converse is true as well – if you started development in SQLServer and decided to
deploy in Oracle, the techniques you used to code the application to avoid locking issues are simply not
relevant in Oracle. Those techniques will hinder the Oracle implementation.
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Understanding the database and how it works is crucial – even if the goal is not database independence.
Time and time again we encounter development teams who do not have this understanding – the team,
the "coders", consist of some great Java programmers or C/C++ programmers with absolutely no
database experience whatsoever. This team, should they set about building a database application, is
doomed to failure. I've seen cases where the "prototype" worked great – in single user mode or with a
handful of users – but when multiple users accessed the application concurrently, the application would
fail with an error or serialize access to the data. This is due to the developers not understanding the
impact of using an isolation mode of serializable – or what repeatable reads really implies. Every choice
you make during the development of a database application will have implications later.

Let's consider the second trap that people fall often fall into: "the tool generates the code and I don't
have to understand what it generates". They will use a code generator that hides the "complexity" of
SQL from them. They will write very small simple layers of abstraction (APIs) and rely on them to hide
the "complexity". Such an approach will fail when building large scale, enterprise ready applications.
Again, their applications may work fine in the laboratory and with a handful of users (sometimes) but
when put under load they fail to perform, they run slow, and frequently do the wrong thing when
concurrent actions are taking place.

An application built around the database – dependent on the database – will succeed or fail based on
how it uses the database. A development team needs at least a core set of "database savvy" coders who
are responsible for ensuring the database logic is sound and the system is tuned. They can do this by
providing a set of PLSQL packages (stored procedures) that implements the database logic correctly.
This involves much more than just understanding SQL and how to write a query, as we shall now see.

SQL/92 – A Whole Bunch of Standards
Did you know that many commercially available databases are SQL/92 compliant? Did you know that
means very little as far as query portability goes?

The SQL/92 standard has four levels:

❑ Entry level – This is the level to which most vendors have complied. This level is a minor
enhancement of the predecessor standard SQL/89. No database vendors have been certified higher

❑ Transitional – this is approximately halfway between Entry level and Intermediate

❑ Intermediate – Intermediate SQL adds many features including (not by any means an
inclusive list):

Dynamic SQL

Cascade delete for referential integrity

DATE and TIME data types

Domains

Variable length character strings

A CASE expression

CAST functions between data types
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❑ Full – Full SQL adds provisions for (again, not inclusive)

Connection management

A BIT string data type

Deferrable integrity constraints

Derived tables in the FROM clause

Subqueries in CHECK clauses

Temporary tables

The entry-level standard does not include features such as outer joins, the new inner join syntax, and so
on. Transitional does specify outer join syntax and inner join syntax. Intermediate adds more and Full is
all of SQL/92. Most books on SQL/92 do not differentiate between the various levels leading to
confusion on the subject; they demonstrate what a theoretical database implementing SQL/92 FULL
would look like. It makes it impossible to pick up a SQL/92 book and apply what you see in the book to
just any SQL/92 database. For example, in SQLServer the inner join syntax is supported in SQL
statements, whereas in Oracle it is not. But, they are both SQL/92 compliant databases. You can do
inner joins and outer joins in Oracle – you will just do it differently than in SQLServer. The bottom line
is that SQL/92 will not go very far at the entry level and, if you use any of the features of intermediate
or higher, you risk not being able to port your application anyway.

You should not be afraid to make use of vendor specific features. You are paying a lot of money for
those features. Every database has its own bag of tricks and we can always find a way to perform the
operation in each database. Use what is best for your current database and reimplement components as
you go to other databases. Use good programming techniques to isolate yourself from these changes –
the same techniques employed by people writing OS portable applications. The goal is to fully utilize
the facilities available to you but ensure you can change the implementation on a case-by-case basis.

For example, a common function of many database applications is the generation of a unique key for
each row – when you insert the row, the system should automatically generate a key for you. Oracle has
implemented the database object called a SEQUENCE for this. Informix has a SERIAL datatype. Sybase
and SQLServer have an IDENTITY type. Each database has a way to do this, however the methods are
different, both in how you do it and the possible outcomes. So, to the knowledgeable developer there
are two paths that can be pursued:

❑ Develop a totally database independent method of generating a unique key

❑ Accommodate the different implementations and use different techniques when implementing
in each database

The theoretical advantage of the first approach is that to move from database to database – you need
not change anything. I call it a theoretical advantage because the con-side of this implementation is so
huge that it makes this solution totally infeasible. What you would have to do to develop a totally
database independent process is to create a table such as:

create table id_table ( id_name varchar(30), id_value number );
insert into id_table values ( 'MY_KEY', 0 );

Then, in order to get a new key, you would have to execute the following code:

update id_table set id_value = id_value + 1 where id_name = 'MY_KEY';
select id_value from id_table where id_name = 'MY_KEY';
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Looks simple enough but the outcome is that only one user at a time may process a transaction. We need to
update that row to increment a counter and that will cause our program to serialize on that operation. At best,
one person at a time will generate a new value for this key. This issue is compounded by the fact that our
transaction is much larger than we have outlined above – the UPDATE and SELECT we have in the example
are only two statements of potentially many other statements that make up our transaction. We have to insert
the row into the table with this key we just generated and do whatever other work it takes to complete this
transaction. This serialization will be a huge limiting factor in scaling. Think of the ramifications if this
technique was used on web sites that processed orders – and this was how we generated order numbers.
There would be no multi-user concurrency; we would be forced to do everything sequentially.

The correct approach to this problem would be to use the best code for each database. In Oracle this
would be (assuming the table that needs the generated primary key is T):

Create table t ( pk number primary key, ... );
Create sequence t_seq;
Create trigger t_trigger before insert on t for each row
Begin
   Select t_seq.nextval into :new.pk from dual;
End;
/

That will have the effect of automatically and transparently assigning a unique key to each row inserted.
The same effect can be achieved in the other databases using their types – the create tables will be
different; the net results will be the same. Here we have gone out of our way to use each database's
feature to generate a NON-BLOCKING, highly concurrent unique key and have introduced no real
changes to the application code – all of the logic is contained in this case in the DDL.

Another example of defensive programming to allow for portability, once you understand that each
database will implement features in different way, is to layer your access to the database when
necessary. Let's say you are programming using JDBC. If all you use is straight SQL SELECT, INSERT,
UPDATE and DELETE statements – you probably do not need a layer of abstraction. You may very well
be able to code the SQL directly in your application, as long as you limit the constructs you use to those
supported by each of the databases you intend to support. Another approach, which is both more
portable and offers better performance, would be to use stored procedures to return result sets. You will
discover that every vendor can return result sets from stored procedures but that how they are returned
is different – the actual source code you must write is different for different databases.

Your two choices here would be to either not use stored procedures to return result sets or to implement
different code for different databases. I would definitely follow the different code for different vendors and
use stored procedures heavily. This apparently seems to increase the amount of time it would take to
implement on a different database however – you will find it is actually easier to implement on multiple
databases with this approach. Instead of having to find the perfect SQL that works on all databases in the
same way (perhaps better on some than on others), you will implement the SQL that works best on that
database. You can do this outside of the application itself – permitting you more flexibility in tuning the
application. We can fix a poorly performing query in the database itself and deploy that fix immediately –
without having to patch the application. Additionally, you can take advantage of vendor extensions to
SQL using this method freely. For example, Oracle supports hierarchical queries via the CONNECT BY
operation in its SQL. This unique feature is great for resolving recursive queries. In Oracle you are free to
utilize this extension to SQL since it is "outside" of the application (hidden in the database). In other
databases, you would use a temporary table and procedural code in a stored procedure to achieve the
same results perhaps. You paid for these features so you might as well use them.
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Time Query Update

T5 Attempts to update block 1 but cannot
due to the shared read lock. This
transaction is suspended pending the
availability of block 1.

T6 Attempts to read block 4 but cannot since
block 4 has an exclusive lock on it.

At this point in time we have just deadlocked ourselves. Our read-only query is deadlocked with our
update transaction. The system will choose one of these transactions and raise an error in it. Either the
user at the ATM will get an error message or the user running the report will. That is the only way to
proceed further – to remove some of the locks.

So, as you can see – since the different databases have very different locking models, what works well in
one will not work in the other (for example: a deadlock on a query). Not only that, but the results may be
different – even when the circumstances are identical. Not understanding how your database locks data,
how it provides for concurrent access, how it will function in a multi-user environment is a sure way to
develop a database application that fails at runtime. It may fail silently by returning the wrong answer, it
may fail more vocally with an error message, or it may not fail sometimes, only to fail again later with a
different set of circumstances. The bottom line here is without understanding how your database locks
data, your results may be completely unpredictable, as you can not determine the outcome of your
application. If a simple, seemingly unambiguous query "select sum(balance) from accounts" can give us so
many different outcomes in different databases, consider what could happen with more complex questions.

Concurrency
This is something people fail to test time and time again. What works in isolation falls apart in the real
world. Techniques that work well if everything happens one after the other do not work so well when
everyone does them simultaneously. These sorts of issues are the hardest to track down – the problem is
similar to debugging a multi-threaded program. It works fine in the debugger but crashes horribly when
running normally.

I remember a case I saw once where a developer was demonstrating a program they had developed. This
application was to schedule resources such as conference rooms, projectors, and such. Since two people
cannot schedule a resource for the same period of time (a business rule implemented by the application),
the application had specific code embedded in it to check that no other user had allocated the time slot
yet. It did this by querying the schedule table and then, if no rows existed that overlapped that time slot, it
would insert those rows. So, the developer basically had two tables he was concerned with:

Create table resources ( resource_name varchar2(25) primary key, …. );
Create table schedules( resource_name varchar2(25) references resources,
                        Start_time    date,
                        End_time      date );
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And before making a reservation they would query:

Select count(*)
  from schedules
 Where resource_name = :room_name
   And ( start_time between :new_start_time and :new_end_time
         Or
         end_time between :new_start_time and :new_end_time
       )

It looked bullet proof (to the developer anyway) – if the count came back zero, the room was yours. If it
came back non-zero, you could not reserve it for those times. Once I knew what his logic was, I set up a
very simple test to show him the error.

All I did was ask for him to get someone else to use the terminal next to him. They both went to the
same screen on the different terminals and both tried to reserve the room for the same exact times. I
told them that on the count of three both of them should hit the go button to save the reservation. When
they did, both people got the reservation. The logic (which worked perfectly in isolation) failed in a
multi-user environment. The fact was that both people had the reservation slipped into the system in
spite of the business rule that was in place – since it had been implemented incorrectly.

What the developer in this case needed to do was to impose a little serialization himself. In order to
correctly enforce this business rule, he must ensure that exactly one person at a time makes a reservation
on a given resource. In addition to performing the count(*) above, the developer must first:

Select * from resources where resource_name = :room_name FOR UPDATE;

That FOR UPDATE clause is what makes this business rule work (or not). The developer must
understand that in the multi user environment – they must employ techniques at times similar to
techniques used in multi-threaded programming. The FOR UPDATE here is working like a semaphore or
a mutex. It serializes access to the resources tables for that ROOM (Oracle does row level locking only, in
a page level locking system your results may vary). If we do not serialize updates at the ROOM level, our
business rule will not be enforceable. This is still highly concurrent as there are thousands of resources –
what we have done is ensure that only one person modifies a resource at any time.

Locking is totally transparent 99% of the time and you need not concern yourself with it. It is that 1%
you must be trained to recognize. There is no simple checklist of "if you do this, you need to do this" for
this issue. This is a matter of understanding how your application will behave in a multi-user
environment and how it will behave in your database. If you migrate your application from database to
database – you will have to verify that it still works correctly in these different environments. What you
need to implement in one database might very well be different than what you need to implement in
another to achieve the same result.

For example, let's use the same example as above but let's assume we had initially deployed it in a
database that employed page level locking and there was an index on the schedules table:

Create index schedules_idx on schedules( resource_name, start_time );
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We also assume that the business rule was done via a database trigger (after the insert took place we
would verify that only our row existed in the table for that time slot). In a page locking system, due to
the update of the index page by resource_name and start_time, it is very likely that we would have
serialized these transactions. The system would have processed these inserts sequentially due to the
index page being locked (all of the resource_names with start_times near each other would be on
the same page). In that page level locking database our application would be well behaved. When we
moved it to a row level locking database however, it become ill behaved. The resulting data indicated
that our implementation no longer works as we first specified. This is a direct consequence of not
understanding how the database we have works in a multi-user environment.

I have seen many times when moving an application from database A to database B issues such as the
one above come up. Applications that worked flawlessly in database A now do not work or work in an
apparently bizarre fashion on database B. The first thought is database B is a bad database. In actuality
the answer is database B does it differently – neither is necessarily wrong, they are just different.
Knowing and understanding how they work will help you immensely in dealing with these issues.

Transactions
This is also an often overlooked area. The JDBC (and ODBC) API has AutoCommit set on by default so
that each and every single statement is automatically committed after it executes. This is terrible – the
first line of code in all JDBC programs after the connect should be: conn.setAutoCommit(false);
to disable this default behavior. Transactions should always span:

❑ As few statements as possible

❑ As many statements as necessary

While this sounds like conflicting goals – what it really says is "your transaction should be as big as it
should be, no more – no less". For example, consider an ATM transaction to move money from savings
to checking. Suppose you used JDBC in its default mode to issue:

Update accounts set balance = balance – 100 where account = 55 and type =
'Savings';

Update accounts set balance = balance + 100 where account = 55 and type =
'Checking';

If the system crashed after the first statement but before the second, you would be out by $100, which is not
acceptable. Only by using properly coded transactions can you solve this issue. The only way to have
properly coded transactions is to ensure that the API you are using does not auto commit and to explicitly
commit work yourself. Stored procedures are an excellent facility for this, as are EJBs and other technologies.

Stored procedures are perhaps the easiest and most accessible method to ensure correct transactions. If
you follow a programming paradigm that says "a stored procedure call is a transaction", you'll have an
easier time controlling your transactions and building new ones. You would code stored procedures that
received all of the necessary inputs to perform its work. It would take the database from one consistent
state to the next. When you invoke this procedure, you would do so in a block such as:

Begin
   Procedure( inputs … );
   Commit;
End;
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Now, if PROCEDURE completes successfully, we will commit all of the work it did. If it fails and
throws an exception, all of the work it has done will be rolled back for us. The reason I would not put
the commit directly into PROCEDURE itself is because at some later date I might need to combine two
or three transactions into one transaction. For example, let's go back to ATM transfer above. Assume
we implemented a stored procedure to modify an account. This procedure takes as input the Account
Number, the Account Type, and the amount to adjust the account by. I need to process two calls to this
procedure as one call. If this routine did its own commit, I could not do both calls as one transaction. By
leaving it up to the client to commit (which is where the choice belongs) I can assemble larger
transactions as a collection of smaller ones. I can code:

Begin
   Update_Account( 55, 'Savings', -100 );
   Update_Account( 55, 'Checking', +100 );
   Commit;
End;

And be assured that they either both happen or neither happens.

Enterprise Java Beans (EJBs) are another viable method for doing this sort of operation without using
stored procedures. Stored procedures are nice in that they are callable from many dozens of
environments (SQLPlus, ODBC, JDBC, EJBs themselves, and so on) but some people want to avoid
using them for whatever reason. The implementation of EJBs (effectively a remote procedure call – just
like a stored procedure) makes them candidates for encapsulating your transactions as well. Given that
EJBs have transaction semantics and features that are compatible with the database, they are also a nice
way to encapsulate the transaction.

Once you have right-sized your transaction, we need to discuss why getting your DBA to correctly size
rollback segments to do your job is paramount. Rollback segments are the place where Oracle stores its
UNDO information – data needed to undo your database modifications in the event you rollback or the
system fails for any reason. Frequently, I see commits in the middle of transactions. The reasoning is
that if we do not commit, we will run out of rollback segment space and our transaction will fail. This is
always the wrong answer to that specific problem. The only correct solution is to size the rollback
segments correctly. They must be large enough to accommodate as many concurrently executing
transactions as you believe you will have. It is not proper for you to artificially reduce the size of your
transactions with commits to make your rollback needs smaller – it is your job to do as little as you have
to, as much as you need to, in one transaction. Placing a commit in the middle of a large transaction is a
sure way to logically corrupt your database. At some time, your transaction will fail after it has
committed once but before it has committed all of the work. At that point in time you have a half done
transaction. Unless you've carefully programmed it so you can restart your transaction exactly where it
left off (and this is a manual process, you must restart it), you have a mess to clean up.

If there is one thing that sets the database apart from a file system, it is this ability, the ability to support
transactions. A thorough understanding of what they are, what yours are, is needed.

Tuning Queries
Optimizers are not created equal. This is in some regards similar to the SQL/92 discussion above. I've
seen cases where a query on one database performs excellently, whereas on another it doesn't ever
finish. It goes both ways – for the database that performs this query poorly, there will be a query it does
well that the other database does not.
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Unless you use simple single table keyed reads of single rows using primary keys, you will encounter the
case where you must tune the query for the database. Knowing how to find the queries to tune and then
how to tune them is very important, almost as important as realizing you will ultimately need to do this
in the end. In Oracle – you will use SQL_TRACE, TIMED_STATISTICS and TKPROF (see the section
below). These tools will show you exactly what the application is doing in the database and help you
find the "lowest hanging fruit".

I've used these tools with great success in every case where I've been called in to tune an application. I
can, from outside the program, turn on trace, run the poorly performing application, and upon review
of the TKPROF report describe how to make the program go faster. Typically this is a case of finding the
poorly performing query or queries and rewriting them more optimally. These are the easy cases. In the
harder cases, where there is no obvious query to tune, we can still use the TKPROF report to see what it
is the application is doing. If you see the same query being executed tens of thousands of times – that
will at least point you to a place to start looking.

The bottom line here, if you are developing an application to run on many databases, is that you will have
to code some queries differently for the different databases. If you realize that in the beginning, you can
use techniques to ensure this is possible without recoding the application itself. For example, using stored
procedures to return results is a good defensive technique. You can freely recode these stored procedures
without even stopping the application from executing. This flexibility is very powerful.

Openness
You put all of your data into the database. The database is a very open tool – it supports data access via
SQL, EJBs, HTTP, FTP, SMB, and many other protocols and access mechanisms. Sounds great so far,
the most open thing in the world.

Then, you put all of your application logic, and more importantly your security, outside of the database,
perhaps in your beans that access the data. Perhaps in the JSP pages that access the data. Perhaps in
your Visual Basic code running under Microsoft's Transaction Server (MTS). The end result is that you
have just closed off your database – you have made it non-open. No longer can people hook in existing
technologies to make use of this data – they must use your access methods (or bypass security all
together). This sounds all well and fine today but what you must remember is the "whizz bang"
technology of today, EJBs for example, are yesterday's concepts and tomorrow's tired, old technology.
What has persevered for over twenty years in the relational world (and probably most of the object
implementations as well) is the database itself. The front ends to the data change almost yearly, and as
they do, the applications that have all of the security built inside themselves, not in the database,
become obstacles, roadblocks to future progress.

By locating some things such as access control right next to the data (for example Fine Grained Access
Control, a method of tightly integrating security with data) you are providing higher openness for your
data. It no longer matters if the user comes at the data from a Bean, a JSP, a VB application using
ODBC or SQLPlus – the same security protocols will be enforced – you are well situated for the next
technology that comes along.

We will consider Fine Grained Access Control a little more here now. Fine grained access control is a
feature whereby you can teach the database kernel to protect the data from unauthorized access, regardless
of the technology used to get to the data. Whether you come in via an EJB, use a connection over ODBC,
or utilize a JDBC based ad-hoc query tool, the data is protected just the same. With this feature, the
database gives you the ability to attach, at runtime, a predicate to any and all objects accessed in the
system. This predicate, developed by you to filter the data, can take into consideration many variables.
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❑ Who is currently logged in

❑ Who owns the procedure accessing the data

❑ What time of day it is

❑ Which IP address is used by the client

❑ Whether the request is a web request or a client server application

The possibilities are limitless, and easy to implement. For example, you could set up a rule that limits
the data based on the client's IP address. If the client of the database is in the domain of your company
you get to see one set of data. If the IP address comes from outside of your company you get a restricted
set of data. You would for example limit the data seen by time of day. You can query up the
information from 9-5 but if you attempt to do it at 9pm, you'll get no data found. You can take any and
all of these factors (and more) into consideration and develop a predicate to allow the user to
see/modify only the rows they are allowed to. You do not need to use a specific program to access the
data; you just need the database.

Ultimately the choice is yours. By utilizing the features inherent in your database you will maximize the
return on your investment in the software. You can replicate many features contained within the
database in your own software at the expense of custom development and ongoing maintenance, or you
can choose to use the off the shelf functionality. You will find it more productive in the long run (and
more open as well) to utilize to the fullest the software you have purchased.

Use the Tools the Database Provides
There really isn't such a thing as the most important tool, but the one I'll talk about here as an example
definitely ranks up there in order of importance. This section isn't just about this one tool, it is really about
getting to know the database product you are using. I've seen many cases where people develop tools and
techniques to solve problems that already have solutions (some very old solutions in fact). The reason was
simply due to ignorance of the tool set that was available to them. For example, I've seen people write
DDL extraction tools over and over again – not realizing that a simple "EXP … rows=NO" and "IMP …
indexfile=ddl.sql" could do it for them. Or they write complex functions in Java or PLSQL to
perform date arithmetic, never realizing that it is as easy as adding 1/24 to a date to add an hour. The
Oracle database can do anything – it is well worth the time to learn as much as possible about it.

Here we will discuss the usefulness of the SQL_TRACE setting, the results of a TKPROF report, how to use
this to figure out what your program is doing and how to tune it (briefly, just to show what is possible). We
will not go into an exhaustive review of SQL_TRACE, we will use it briefly to give you an idea of the power
of it, and hopefully to make you curious about what other goodies the database has to offer.

I use this particular feature as my predominant method of tuning. I am typically called in to "make things
go faster". I have no background information on the application – what it does or how it does it. This is the
tool I use to find out what and how it is doing things, many times telling the people who actually wrote the
application how their program behaves. You see this frequently when using a development environment
that generates the SQL for you. For example, in Chapter 15, we find the statement:
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... It can also provide the logic to actually move the entity's state to and from the database. This is
known as container-managed persistence (CMP). ... Allowing the EJB container to handle the
persistence logic (thus freeing application programmers from having to write sometimes-difficult,
always-tedious SQL code and logic) can be a tremendous productivity enhancer…

This section shows there are two sides to this story. If the EJB container handles all of the SQL for you,
you effectively have no idea what the application is doing in the database or how it is doing it. This can
be a serious performance impediment. I will repeat – not understanding what your application does in
the database or how it does it will lead to performance issues. I've worked with people using EJBs and
CMP for the above reasons (the perception that it is too difficult to learn SQL, so they don't want to
bother with it). What they quickly discovered was that what worked fine in their test database, with a
small amount of data, in single user mode, fell apart when run against the live data, with many users.
Issues surrounding serialization soon appeared, issues with non-performing queries appeared. The
application did not run very well at all. Unfortunately, since the developers had been so carefully
shielded from the database itself, they had no idea how to fix it, how to make it go faster, what tools
they had at their disposal or even what the program actually did in the database. This made tuning this
application a challenge to say the least. Using SQL_TRACE, I was able to inform the developers exactly
what SQL was being executed and in what isolation level. We were able to see the exact "SELECT for
UPDATE" statements causing the serialization and the queries that were performing poorly. Just by
running their application through its screens in single user mode, we identified all of their serious
performance issues and fixed them in a matter of minutes.

SQL_Trace
SQL_TRACE is a facility in the database whereby you can have the server record all of the SQL activity
in a session. The information recorded includes:

❑ The actual SQL for the entire time tracing is on – executed by the server (ODBC users are often
surprised to see that the SQL they thought they were sending to the database is not the same as
the SQL the database actually received – some ODBC adapters try to rewrite the SQL)

❑ The amount and number of times we spent parsing that SQL

❑ The amount and number of times we spent executing the SQL

❑ How many rows were affected in the database

❑ How many physical disk reads we did

❑ How many logical IOs we performed

❑ What the query plans were

❑ How many rows passed through each phase of the query plan and so on

In order to demonstrate this feature, I am using the restaurant example from Chapter 15. I started with
no understanding of what this application was, what it did, or how it did it. By enabling SQL_TRACE I
was able to see the exact SQL submitted by this bean to the database and how it performed. I could
then make some suggestions as to how this application would perform if it were scaled up (it works great
on the small data set it uses but would not scale up over time as more restaurants were added).
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In this particular example, I used a supplied package DBMS_SYSTEM and the procedure
SET_SQL_TRACE_IN_SESSION to turn on trace in our bean while it was executing. I would start the
sample Java client and before answering any of its prompts I went into the database, queried
V$SESSION to find my EJB session and, using the SID and SERIAL# columns from V$SESSION,
enabled trace. I ran the bean to completion at that point and that closed my session (hence ending the
trace). I then used the command line tool TKPROF to format the raw trace file into a readable report.
We'll investigate the contents of this report in a moment in the TKPROF section below. Right now, I'll
just demonstrate the steps I went through to get the trace generated in this case in the first place:

1. I started the Java bean client program.

C:\> java restaurants2.ClientInterview
Are you looking for dinner, or do you want to book an event?
#0 Dinner
#1 An event

2. In another window, using SQLPlus, I identified my session in the database:

system@TKYTE816> select sid, serial#, username from v$session where username =
'SCOTT';

       SID    SERIAL# USERNAME
---------- ---------- ------------------------------
         8         44 SCOTT

3. I made sure TIMED_STATISTICS was on and turned on SQL_TRACE in that session. Note
that you need DBA type privileges to change this system setting and to set SQL_TRACE in
another session. I used the SYSTEM account in this example:

system@TKYTE816> alter system set timed_statistics=true;
System altered.
system@TKYTE816> exec sys.dbms_system.set_sql_trace_in_session( 8, 44, TRUE );
PL/SQL procedure successfully completed.

4. I completed the "interview" with the bean application and allowed it to exit.

That was it. I now have the raw trace file I need to generate the report and analyze exactly what the
application did. We can find where trace files are generated to on the server via:

system@TKYTE816> show parameter user_dump_dest

NAME                                 TYPE    VALUE
------------------------------------ ------- ------------------------------
user_dump_dest                       string  C:\oracle\admin\tkyte816\udump

You need access to the dynamic performance view v$parameter to see this information. Before we
look at our trace file, we will explore other ways to get trace output from our applications:
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Using SQL_TRACE=TRUE in the init.ora

This has the advantage of being very easy. You do not have to identify your session; you don't have to
run a procedure to get trace started. It has a distinct disadvantage in that you cannot control what
sessions will be traced (they all are) and tracing will generate copious amounts of data. This can rapidly
fill up your file system. The use of the init.ora parameter is only feasible on single user systems
where you control all of the sessions. It is good for a developer working on their machine. I would
recommend against this approach unless you have no other method of enabling trace.

Using an "ON LOGON" Trigger in the Database

This is one of my favorite methods. We can create a trigger much like this:

create or replace trigger login_trigger
after logon on schema
begin
        execute immediate
        'ALTER SESSION SET TIMED_STATISTICS=TRUE';
        execute immediate
        'ALTER SESSION SET SQL_TRACE=TRUE;
end;
/

and have SQL_TRACE and TIMED_STATISTICS set on for us when we logon.

Adding the SQL Commands Directly into Our Applications

This is an excellent thing to have – the ability to tell your application via switches or properties that it
should or should not trace. For all new code you develop, this would be strongly encouraged. Your
application would have some method of enabling SQL_TRACE via a command line switch or a property
file or any other method you want. In this fashion, you can easily enable SQL_TRACE at any time.

Now we are ready to review the output of our trace file we generated via the restaurant example.

TKPROF
TKPROF is the command line tool that will take a raw trace file generated by SQL_TRACE and format it
into a readable report containing the relevant data. TKPROF works only on these types of trace files
(don't try to use it on a trace file generated by some server error – those are for support to deal with.
TKPROF will not format these into anything you can use).

TKPROF has many command line options – we'll not be going into them here, those are for you to
explore. Here we will simply use TKPROF to reformat the trace file and review its contents. We begin by
finding our USER_DUMP_DESTINATION, where the server will place our trace files and going there. To
find our trace file – it is typically easiest to do a sorted directory search (for example: ls –ltr on Unix
or dir /o:d on Windows) and find the newest file. That should be your trace file. Once we have
identified it, we simply execute:

C:\oracle\ADMIN\tkyte816\udump>tkprof <tracefilename>.trc tkprof.txt
TKPROF: Release 8.1.6.0.0 - Production on Wed Nov 15 16:14:56 2000
(c) Copyright 1999 Oracle Corporation.  All rights reserved.
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Now we can edit this file. In this case, there are only two queries in this report. One of the queries is:

select longname
from
 javasnm$ where short = :1

call     count       cpu    elapsed       disk      query    current        rows
------- ------  -------- ---------- ---------- ---------- ----------  ----------
Parse       40      0.04       0.05          0          0          0           0
Execute     40      0.01       0.01          0          0          0           0
Fetch       40      0.00       0.00          0        160          0          40
------- ------  -------- ---------- ---------- ---------- ----------  ----------
total      120      0.05       0.06          0        160          0          40

Misses in library cache during parse: 0
Optimizer goal: CHOOSE
Parsing user id: SYS   (recursive depth: 1)

Rows     Row Source Operation
-------  ---------------------------------------------------
      1  TABLE ACCESS BY INDEX ROWID JAVASNM$
      1   INDEX UNIQUE SCAN (object id 317)

This SQL query won't be found anywhere in our sample application, this SQL is actually what is known
as recursive SQL – SQL performed in order to perform our SQL. There are many types of recursive
SQL performed at various times – for space management, security checks and so on. In fact, if you run
this example on a cold database, a database that was just started, you'll see dozens of SQL queries in
your TKPROF report, not just two. These queries were executed to read the Java byte code, parse SQL
queries for the first time and so on. Once executed, most of these queries need not be executed again as
their output is stored in the shared pool for us. (The shared pool is a database caching area for shared
query plans, stored procedure code, dictionary information and so on).

So, we will ignore this query for right now since we cannot do anything about it. We can avoid some,
but not all, recursive SQL – for example, if we find our application is doing lots of space management,
requesting new extents and the like, we can use locally managed tablespaces to completely avoid that
recursive SQL. If we use dictionary-managed tablespaces we can still avoid much of this recursive SQL
by changing our storage parameters so we request space less frequently. This small digression on
recursive SQL points out that you might very well need to have more than a cursory understanding of
the database in order to build a high-performance application. If you do not know what a dictionary-
managed tablespace is and how it is different from a locally managed one is… Or if recursive SQL is
news to you, you might now start realizing you have a need to know about these things as they
materially affect the performance of your application.

Onto the query we can do something about in the TKPROF report. It is:

select name, chef
from
 restaurant t1 where t1.location = :1 and 4 = (select count(*) from
  restaurantproperty t2 where t2.restaurant = t1.name and ( (code=:2 and val=
  :3)  or  (code=:4 and val=:5)  or  (code=:6 and val=:7)  or  (code=:8 and
  val=:9) ))
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call     count       cpu    elapsed       disk      query    current        rows
------- ------  -------- ---------- ---------- ---------- ----------  ----------
Parse        1      0.00       0.00          0          0          0           0
Execute      1      0.00       0.00          0          0          0           0
Fetch        1      0.01       0.01          0         33          4           2
------- ------  -------- ---------- ---------- ---------- ----------  ----------
total        3      0.01       0.01          0         33          4           2

Misses in library cache during parse: 0
Optimizer goal: CHOOSE
Parsing user id: 32     (recursive depth: 1)

Rows     Row Source Operation
-------  ---------------------------------------------------
      2  FILTER
      5   TABLE ACCESS FULL RESTAURANT
      8   SORT AGGREGATE
     12    CONCATENATION
      2     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)
      2     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)
      4     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)
      4     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)

This report quickly shows us

❑ We processed 33 blocks of data in "query" mode (our consistent read mode).

❑ We processed four blocks of data in "current" mode. This mode is more expensive than
current mode and may get blocked temporarily by other sessions. This mode means we need
to get the block as it exists right now – we might have to wait for other transactions to commit.
In this case, these blocks were needed to get the extent map of the restaurant table so we
could full scan it (data dictionary blocks are commonly read in current mode).

❑ It took 1/100 of a CPU second and 1/100 of a wall clock second to execute.

The query that was executed:

select name, chef
from
 restaurant t1 where t1.location = :1 and 4 = (select count(*) from
  restaurantproperty t2 where t2.restaurant = t1.name and ( (code=:2 and val=
  :3)  or  (code=:4 and val=:5)  or  (code=:6 and val=:7)  or  (code=:8 and
  val=:9) ))

is known as a correlated query. The subquery "and 4 = ( select count(*) … " is a correlated
subquery since it refers to values from the outer query. A correlated subquery is executed once for each
row in the outer query. The above query could procedurally be written as:
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   for x in ( select name, chef from restaurant where location = :1 ) loop
   select count(*) into :cnt
       from restaurantproperty
      where restaurant = :x.name
        and ( (code=:2 and val= :3)
          or  (code=:4 and val=:5)
          or  (code=:6 and val=:7)
          or  (code=:8 and val=:9) ));

      if ( :cnt = 4 ) then
         OUTPUT record
      else
         IGNORE record, does not meet all of our criteria
      End if
    End loop

We can see that in our query plan below. It full scanned the restaurant table and then executed the
subquery each time. The row counts bear that out. We can see it probing the restaurant property table
many times – once for each row that met our location criteria. After all was said and done, two rows
made it out of this query and were returned to the client. Look at how many rows were processed to
find those two rows however – lots of work was done:

Rows     Row Source Operation
-------  ---------------------------------------------------
      2  FILTER
      5   TABLE ACCESS FULL RESTAURANT
      8   SORT AGGREGATE
     12    CONCATENATION
      2     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)
      2     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)
      4     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)
      4     TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      8      INDEX UNIQUE SCAN (object id 21398)

It is a good thing our sample had only five restaurants – four of which met our location criteria – and
that a suitable index existed on our restaurant property table. If it had thousands of restaurants, our
initial FULL SCAN of restaurant would have taken quite a while. Additionally – if many of them were
in the correct location, we would have run that subquery many times in a loop. So, I see two problems
with scaling this query up:

❑ The full scan on restaurant

❑ The inefficient subquery
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Lets look at how we can possibly make this query more efficient for thousands of restaurants, if it had to read
33 blocks to get the answer with a set of data that should fit on a single block, what will happen when we
have thousands of blocks to consider. What we might start by doing is consider indexing LOCATION in the
restaurant table. We would do this if LOCATION were considered selective. We would want the query
"select * from restaurant where location = 'some value'" to return a small percentage of
the table (say 20% or less). If we can add that index, the query plan will change from a FULL SCAN to an
index range scan + table access by ROWID. We can rapidly find the rows we want and perform the subquery
on them. We might consider indexing (code,val) in the RESTAURANTPROPERTY table – we use them
heavily in the predicate as well. The bottom line is there are perhaps dozens of ways to write this query, given
that you have some knowledge of the underlying data, you can make a query that has a chance to perform
better then some other query. For example, in the above example, a simple optimization is to use WHERE
EXISTS in place of " 4 = ( subquery )". By using the "4 = (subquery)" technique, we force the
database to find all matching rows, then count them. Using a WHERE EXISTS many times, we can allow the
database to stop processing a given row in our query as soon as it discovers one of the (code,val) pairs we
are interested in no longer exist. For example, I rewrote the query as follows:

select name, chef
  from restaurant t1
 where t1.location = :x1
   and exists (select null
                 from restaurantproperty t2
                where t2.restaurant = t1.name
                  and code = :x6 and val = :x7 )
   and exists (select null
                 from restaurantproperty t2
                where t2.restaurant = t1.name
                  and code = :x4 and val = :x5 )
   and exists (select null
                 from restaurantproperty t2
                where t2.restaurant = t1.name
                  and code = :x8 and val = :x9 )
   and exists (select null
                 from restaurantproperty t2
                where t2.restaurant = t1.name
                  and code = :x2 and val = :x3 )

call     count       cpu    elapsed       disk      query    current        rows
------- ------  -------- ---------- ---------- ---------- ----------  ----------
Parse        1      0.00       0.00          0          0          0           0
Execute      1      0.00       0.00          0          0          0           0
Fetch        2      0.00       0.00          0         22          4           2
------- ------  -------- ---------- ---------- ---------- ----------  ----------
total        4      0.00       0.00          0         22          4           2

Misses in library cache during parse: 1
Optimizer goal: CHOOSE
Parsing user id: 32

Rows     Row Source Operation
-------  ---------------------------------------------------
      2  FILTER
      5   TABLE ACCESS FULL RESTAURANT
      2   TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      2    INDEX UNIQUE SCAN (object id 21398)
      2   TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      2    INDEX UNIQUE SCAN (object id 21398)
      2   TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      2    INDEX UNIQUE SCAN (object id 21398)
      4   TABLE ACCESS BY INDEX ROWID RESTAURANTPROPERTY
      6    INDEX UNIQUE SCAN (object id 21398)
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As you can see, this query (which is 100% equivalent to the original) processed about two thirds of the
number of blocks – it did less work. This is because as soon as ONE of the WHERE EXISTS failed – the
database stopped processing the remaining subqueries.

Going a step further, I added an index on restaurantproperty(code,val) and substituted
in this query:

select name, chef
  from restaurant
 where name in ( select name
                   from restaurantproperty
                  where ( (code=:x2 and val=:x3)
                      or  (code=:x4 and val=:x5)
                      or  (code=:x6 and val=:x7)
                      or  (code=:x8 and val=:x9) )
                  group by name
                  having count(*) = 4)
  and location = :x1

call     count       cpu    elapsed       disk      query    current        rows
------- ------  -------- ---------- ---------- ---------- ----------  ----------
Parse        1      0.01       0.01          0          0          0           0
Execute      1      0.00       0.00          0          0          0           0
Fetch        1      0.00       0.00          0         17          4           0
------- ------  -------- ---------- ---------- ---------- ----------  ----------
total        3      0.01       0.01          0         17          4           0

Misses in library cache during parse: 0
Optimizer goal: CHOOSE
Parsing user id: 32

Rows     Row Source Operation
-------  ---------------------------------------------------
      0  FILTER
      5   TABLE ACCESS FULL RESTAURANT
      4   FILTER
      8    SORT GROUP BY
     56     CONCATENATION
     12      INDEX RANGE SCAN (object id 21484)
     12      INDEX RANGE SCAN (object id 21484)
     16      INDEX RANGE SCAN (object id 21484)
     16      INDEX RANGE SCAN (object id 21484)

Now we have it down to 17 blocks processed – a 50% reduction.

Which one of these is best? Without knowing more about how the actual data is distributed, it is hard to
say. Perhaps an index on location plus the WHERE EXISTS optimization would be best, if location is
very selective. Maybe a bitmap index on (code,val) would be the most efficient method. Maybe some
other query (I came with at least four other queries that are semantically the same as the original but
syntactically different. These queries have very different plans from each other). If I was able to sit
down with the people who knew the data, we would be able to figure out the best approach. I can only
say this because I have the above information – without it, we would be able to draw no conclusions.
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Hopefully, this shows that knowledge of the workings of the optimizer, a full grasp of SQL and all of its
features, the ability to use the tools provided and understand their output are critical to a successful
application. A single slow query can make or break your application. Take a look at this application.
What if it were a web application that had restaurants worldwide and let people make these searches
from anywhere. The performance of this single query – the amount of work it does – would make or
break this application. This is not something you want to have in a "black box" that you feel you do not
need to understand. This is something you want to have a firm grasp on – complete control over.

Summary
What we are trying to point out in this chapter is that a solid understanding of the core technologies you
are using is extremely relevant. We have touched on a couple of points here – SQL/92 and "standard
SQL", different locking models, concurrency controls, transactions, optimizers, "openness", and tools.
These are some of the things you still need to be concerned about – even when using tools that are
supposed to hide this from you. They can only hide it for so long, eventually you must address these
issues and you can only do that by having a good understanding of what the database you are using
actually does and how it does it.

If this chapter has started you thinking seriously about these issues then it has done its job. The basic point
I've tried to make is this: no matter what tool or programming model you use with the Oracle database, you
are never absolved or abstracted from needing to understand what the database can do and how it works.
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